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Overview – Why GPGPU? What is Heterogeneous Computing? 
As developers, we are used to adjusting to a changing world. Our own industry 

changes the world almost as a matter of routine. We learn new languages, adopt 

new methodologies, start using new user interface paradigms, and take for granted 

that it will always be possible to make our programs better. When it seems we will 

“hit a wall” following one path to making version n+1 better than version n, we find 

another path. The newest path some developers are about to follow is the path of 

heterogeneous computing.  

In this chapter you’ll review some of the history of performance improvements, to 

see what the wall is that some developers are facing. You’ll learn the basic 

differences between a CPU and a GPU, two of the possible components of a 

heterogeneous computing solution, and what kinds of problems are suitable for 

acceleration using these parallel techniques. A review of CPU and GPU parallel 

techniques in use today is followed by an introduction to the concepts behind C++ 

AMP, to lay the groundwork for details in the chapters that follow. 

History of Performance Improvements 
In the mid-seventies, computers for use by a single person were not the norm.  The 

phrase “personal computer” dates back to 1975, and over the decades that 

followed, the idea of a computer on every desk went from an ambitious and 

perhaps impossible goal to something pretty ordinary. In fact many desks have 

more than one computer, and what’s more, so do many living rooms, and a lot of 

people carry a very small computer in their pocket in the form of a smart phone.  

For the first 30 years of that expansive growth, computers didn’t just get cheaper 

and more popular, they also got faster. Each year, chips were released with a 

higher clock speed, more cache, and better performance. Developers got in the 

habit of adding features and capabilities to their software. If that made the software 

slow, they didn’t worry much: in six months or a year faster machines would be 

available and the software would again be fast and responsive. This was the so 

called “free lunch” enabled by ever rising hardware performance. Eventually 

gigaFLOPS – billions of floating points operations per second – became attainable. 

In about 2005 this “free lunch” came to an end. Physical limitations like the time it 

takes electric signals (at close to the speed of light) to cross a chip meant clock 

speeds could no longer continue to increase. Yet the market, as always, wanted 

more powerful machines and to meet that need, manufacturers shipped multicore 

machines – 2, 4, or more CPUs in a single computer. “One user, one CPU” had 
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once been a lofty goal, but after the free lunch era, users called for more than just 

one CPU core  – first in desktop machines, then laptops, and eventually in 

smartphones as well.  Within 5 or 6 years we had a parallel supercomputer on 

every desk, in every living room and in everyone’s pocket.  

But not everything got faster. Software can be roughly divided into parallel-aware 

and parallel-unaware, and the parallel-unaware software is typically using only half, 

or a quarter, or an eighth of the cores available. It churns away on a single core 

and is missing the opportunity to get faster every time users get a new machine 

with more cores. Developers who have learned how to write software that gets 

faster with more CPU cores achieve speedups that come close to the number of 

cores on the machine – almost double, almost 4x, and so on. They may wonder 

why some developers are ignoring the extra performance that could be available to 

their applications. 

Heterogeneous Platforms 
Over the same 5 or 6 year period that saw the rise of multicore machines with 

more than one CPU, things were changing on the graphics cards in most machines. 

Rather than 2 or 4 CPU cores, GPUs with dozens, even hundreds of cores were 

being developed. These cores are very different from those in a CPU and were 

originally developed for graphics-related computations like determining the color 

of a particular pixel on the screen. They can do that kind of work faster than a CPU, 

and because there are so many of them, massive parallelism is possible. Of course 

the idea of harnessing a GPU for numerical calculations unrelated to graphics 

quickly became irresistible. A machine with a mix of CPU and GPU cores,  whether 

on the same chip or not, or even a cluster of machines offering such a mix, is a 

heterogeneous supercomputer, and clearly we are headed to having a 

heterogeneous supercomputer on every desk, in every living room, and in every 

pocket. 

A typical CPU with 4 cores, double hyper-threaded, has about a billion transistors 

and can achieve, at peak, about  0.1 TFlop or 100 GFlops. A typical GPU with 32 

cores, 32x threaded, has roughly twice as many transistors and can achieve 3 TFlop 

– 30 times the compute speed of the CPU. The reason lies in differences other than 

the number of transistors or even the number of cores. A CPU has a low memory 

bandwidth, about 20 GB/s compared to the GPU’s 150 GB/s. The CPU supports 

general code with multi-tasking, I/O, virtualization, deep execution pipelines, and 

random accesses. In contrast the GPU is designed for graphics and data-parallel 

code with programmable and fixed function processors, shallow execution pipelines 

and sequential accesses. The GPU’s speed only comes on the tasks for which it is 

designed, not on general purpose tasks. Possibly even more important than the 

speed is the lower power consumption: the CPU can do about 1 GFlop/watt while 

the GPU can do about 10 GFlop/watt. 

In many applications, the power required to perform a particular calculation may 

be more important than the time it takes. Handheld devices such as smartphones 
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and laptops are battery-powered, and applications that use the battery too fast 

may be uninstalled and replaced with more battery-friendly alternatives. This can 

also be an issue for laptops, whose users may expect all-day battery life while 

running applications that perform significant calculations. It is becoming normal to 

expect multiple CPUs on even small devices like smartphones, and to expect a GPU. 

Some devices have the ability to power individual cores up and down to adjust 

battery life. In that kind of environment, moving some of your calculation to the 

GPU may mean the difference between being “that app I can’t use away from the 

office because it just eats battery” and being “that app I can’t live without.” At the 

other end of the spectrum, the cost of running a data center is overwhelmingly the 

cost of power to that data center. A 20% saving on the watts required to perform a 

large calculation in a data center or the cloud will often translate directly into 

bottom line savings on a significant energy bill. 

Then there is the matter of the memory accessed by these cores. Cache size can 

outweigh clock speed when it comes to compute speed, and the CPU has a large 

cache to make sure that there is always data ready to be processed and the core 

will rarely have to wait while data is fetched. It’s normal for CPU operations to touch 

the same data repeatedly, giving a real benefit to caching approaches. GPUs have 

smaller cache and a massive number of threads so that some threads are always in 

a position to do work. They can prefetch data to hide memory latency, but since it’s 

likely to only be accessed once, caching provides less benefit and is less necessary.  

For this approach to help you, ideally you have a huge quantity of data and a fairly 

simple calculation that operates on the data.  

Perhaps the most important difference of all is how to program for the two 

technologies. Many different mainstream languages and tools exist for CPU 

programming. For power and performance, C++ is the number one choice, 

providing abstractions and powerful libraries without giving up control. For general 

purpose GPU programming (GPGPU) the choices are far more restricted, and in 

most cases involve a niche or exotic programming model. This has meant that until 

now, only a handful of fields and problems have taken on the power of the GPU to 

tackle their compute-intensive “number crunching” and that mainstream 

developers resisted learning how to interact with the GPU. Developers need a way 

to increase the speed of their applications, or reduce the power consumption of a 

particular calculation. Today, that might come from using the GPU. An ideal 

solution sets developers up to get those benefits now by using the GPU, and later 

by using other forms of heterogeneous computation. 

Candidates for Performance Improvement through Parallelism  
The GPU works best on problems that are data parallel. Sometimes it’s obvious 

how to split one large problem up into many small problems that can be worked 

independently and in parallel. Take matrix addition, for example – each element in 

the answer matrix can be calculated entirely independently of the others. To add a 

pair of 100 x 100 matrices will take 10,000 additions, but if you could split it over 
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10,000 threads, it could be done all at once. Matrix addition is naturally data 

parallel. 

In other cases, you need to design your algorithm differently to create work that 

can be split across independent threads. Take the example of finding the highest 

value in a large collection of numbers. You could traverse the list one element at a 

time, comparing each element to the “currently highest” value, and updating the 

“currently highest” value each time you come across a larger one. If there are 

10,000 items in the collection, this will take 10,000 comparisons. Alternatively, you 

could create some number of threads, and give each thread a piece of the 

collection to work on. 100 threads could take on 100 items each, and each 

determine the highest value in their pool, in the time it takes to do just 100 

comparisons. Then a 101st thread could compare the 100 “local highest” numbers – 

one from each thread – to establish the overall highest value. By tweaking the 

number of threads, and thus the number of comparisons each thread makes, you 

could minimize the elapsed time to find the highest value in the collection. When 

the comparisons are much more expensive than the overhead of making threads, 

you might take an extreme approach: 5,000 threads each compare two values, 

then 2500 threads each compare the winners of the first round, 1250 threads 

compare the winners of the second round, and so on. In just 14 rounds – the 

elapsed time of 14 comparisons, plus the overhead – the highest value would be 

found. This “tournament” approach can also work for adding all the values in a 

collection, counting how many values are in a specified range, and so on. The term 

reduction is often used for the class of problems that seek a single number (the 

total, minimum, maximum, or the like) from a large data set. 

Any problem set involving large quantities of data is a natural candidate for parallel 

processing. Some of the first fields to take this approach include: 

 Scientific modeling and simulation – physics, biology, biochemistry, and 

similar fields use simple equations to model immensely complicated 

situations with massive quantities of data. The more data is included in the 

calculation, the more accurate the simulation. Testing theories in a 

simulation is only feasible if the simulation can be run in a reasonable 

amount of time. 

 Real time control systems – combining data from myriad sensors, 

determining where operation is out of range, and adjusting controls to 

restore optimal operation is a high stakes process. Fire, explosion, 

expensive shutdowns, even loss of life are what the software is working to 

avoid. Usually the number of sensors being read is limited by the time it 

takes to make the calculations. 

 Financial tracking, simulation, and prediction – in many cases highly 

complicated calculations require a great deal of data to establish trends or 

identify gaps and opportunities for profit. The opportunities must be 

identified while they still exist, putting a firm upper limit on the time 

available for the calculation. 
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 Gaming – most games are essentially a simulation of the real world, or a 

carefully modified world with different laws of physics. The more data can 

be included into the calculations, the more believable the game is, yet 

performance simply cannot lag. 

 Image processing – whether detecting abnormalities in medical images, 

recognizing faces on security camera footage, confirming matches of 

fingerprints, or any of dozens of such tasks, both false negatives and false 

positives must be avoided, and the time available to do the work is limited. 

 Marketing and customer relationships – loyalty cards and smart cash 

register systems enable retailers to gather enormous data sets about 

customers, what they buy, when they buy, what items are bought together 

and so on. Sifting through all the data that head office accumulates, in 

order to produce actionable information – did a particular promotion work, 

is a particular store operating at peak efficiency, what impact would a 

change in store hours create – requires major processing power. 

In these fields, when you achieve a 10x speedup in the application that is crunching 

the numbers, you gain one of two abilities. In the simplest case, you can now 

include more data in the calculations without the calculations taking longer. This 

generally means that results will be more accurate or that the end users of the 

application can have more confidence in their decisions. Where things really get 

interesting is when the speedup makes things possible that were impossible before. 

If a 20 hour calculation can now be done in 2 hours, it can be done overnight while 

the markets are closed, and action can be taken in the morning based on the result 

of the calculation. And what if you achieve a 100x speedup? A calculation that takes 

1000 hours – over 40 days – will be based on stale data by the time it is finished. If 

that same calculation takes 10 hours – overnight – the results are still meaningful 

when they arrive.  

Time windows aren’t just a feature of financial software – they apply to security 

scanning, medical imaging, and much more. They also have a rather scary set of 

applications in password cracking and data mining. If it took 40 days to crack your 

password with brute force, and you changed it every 30 days, your password was 

safe. What happens when it only takes 10 hours? 

A 10x speedup is relatively simple to reach, but a 100x speedup is much harder.  

It’s not that the GPU can’t do it – the problem is the contribution of the non-

parallelizable parts of the application. Consider three different applications. Each 

takes 100 arbitrary units of time to perform a task. In one, the non-parallelizable 

parts (say, sending a report to a printer) take up 25% of the total time. In another, 

they take only 1%, and in the third, only 0.1%. What happens as the parallelizable 

part of each of these applications is sped up? 
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  App1 App2 App3 

 % seq 25% 1% 0.1% 

Original seq 25 1 0.1 

 par 75 99 99.9 

 total 100 100 100 

10x seq 25 1 0.1 

 par 7.5 9.9 9.99 

 total 32.5 10.9 10.09 

 speedup 3.08 9.17 9.91 

100x seq 25 1 0.1 

 par 0.75 0.99 0.999 

 total 25.75 1.99 1.099 

 speedup 3.88 50.25 90.99 

infinite seq 25 1 0.1 

 par 0 0 0 

 total 25 1 0.1 

 speedup 4.00 100.00 1000.00 

 

With a 10x speedup in the parallel part, the first application now spends much 

longer in the sequential part than in the parallelizable part. The overall speedup is a 

little more than 3x. Finding a 100x speedup in the parallel part doesn’t help much, 

because of the enormous contribution of the sequential part. Even an infinite 

speedup, reducing the time in the parallel part to zero, can’t erase the sequential 

part and limits the overall speedup to 4x. The other two apps fare better with the 

10x speedup, but the second app can’t benefit from all of the 100x speedup, 

gaining only 50x overall. Even with an infinite speedup the second app is limited to 

100x overall. 

This seeming paradox – that the contribution of the sequential part, no matter how 

small a fraction it is at first, will eventually be the final determiner of the possible 

speedup – is Amdahl’s Law. It doesn’t mean that 100x speedup isn’t possible, but it 

does mean that choosing algorithms to minimize the non- parallelizable part of the 

time spent is very important for maximum improvement. As well, choosing a data-



parallel algorithm, that opens the door to GPGPU to speed up the application, may 

mean more overall benefit than choosing a very fast and efficient algorithm that is 

highly sequential and cannot be parallelized. The right decision for a problem with 

a million data points may not be the right decision for a problem with 100 million 

data points. 

Technologies for CPU Parallelism 
One way to reduce the amount of time spent in the sequential portion of your 

application is to make it less sequential – to redesign the application to take 

advantage of CPU parallelism as well as GPU parallelism. While the GPU can have 

thousands of threads at once, and the CPU far less, there is a still a contribution to 

the overall speedup by leveraging CPU parallelism as well. Ideally, the technologies 

used for CPU parallelism and GPU parallelism would be compatible. A number of 

approaches are possible. 

Vectorization 

An important way to make processing faster is SIMD, which stands for Single 

Instruction, Multiple Data. In a typical application, instructions must be fetched one 

a time, and different instructions are executed as control flows through your 

application. But if you are performing a large data parallel operation like matrix 

addition, the instructions (the actual addition of the integers or floating point 

numbers that comprise the matrices) are the same over and over again. This means 

that the cost of fetching an instruction can be spread over a large number of 

operations, performing the same instruction on different data (for example, 

different elements of the matrices.) This can give you tremendous amplification of 

your speed or reduce the power consumed to perform your calculation. 

Vectorization refers to transforming your application from one that processes a 

single piece of data at a time, each with its own instructions, into one that 

processes a vector of information all at once, applying the same instruction to each 

element of the vector. Some compilers can do this automatically to some loops and 

other parallelizable operations.  

Visual Studio supports manual vectorization using SSE (Streaming SIMD Extensions) 

intrinsics. Intrinsics appear to be functions in your code, but map directly to a 

sequence of assembly language instructions, and do not incur the overhead of a 

function call. Unlike inline assembly, they can be understood by the optimizer, 

allowing it to optimize other parts of your code accordingly. They are more 

portable than inline assembly, but still have some possible portability issues since 

they rely on particular instructions being available on the target architecture. It is up 

to the developer to ensure that the target machine has a chip that supports these 

intrinsics. Not surprisingly, there is an intrinsic for that: __cpuid() generates 

instructions that fill four integers with information about the capabilities of the 

processor. (It starts with two underscores because it is compiler specific.) To check if 

SSE 3 is supported, you would use this code: 
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    int CPUInfo[4] = {-1}; 
    __cpuid(CPUInfo, 1); 
    bool bSSE3Instructions = (CPUInfo[2] & 0x1) || false; 

(The full documentation of __cpuid, including why the second parameter is 1 and 

the details of which bit to check for SSE 3 support, plus how to check for support of 

other features you might use, is on MSDN.) 

Which intrinsic you use depends on how you are designing your work to be more 

parallel. Consider the case where you need to add many pairs of numbers. The 

single intrinsic _mm_hadd_epi32 will add four pairs of 32-bit numbers at once. You 

fill two memory-aligned 128-bit numbers with the input values, then call the 

intrinsic to add them all at once, getting a 128-bit result that you can split into the 

four 32-bit numbers representing the sum of each pair. Here is some sample code 

from MSDN: 

#include <stdio.h> 
#include <tmmintrin.h> 
 
int main () 
{ 
    __m128i a, b; 
 
    a.m128i_i32[0] = -1; 
    a.m128i_i32[1] = 1; 
    a.m128i_i32[2] = 0; 
    a.m128i_i32[3] = 65535; 
    b.m128i_i32[0] = -65535; 
    b.m128i_i32[1] = 0; 
    b.m128i_i32[2] = 128; 
    b.m128i_i32[3] = -32; 
 
    __m128i res = _mm_hadd_epi32(a, b); 
 
    printf_s("Original a: %8d\t%8d\t%8d\t%8d\nOriginal b: 
%8d\t%8d\t%8d\t%8d\n", 
       a.m128i_i32[0], a.m128i_i32[1], a.m128i_i32[2], 
       a.m128i_i32[3], b.m128i_i32[0], b.m128i_i32[1],  
       b.m128i_i32[2], b.m128i_i32[3]); 
    printf_s("Result res: %8d\t%8d\t%8d\t%8d\n", 
                res.m128i_i32[0], res.m128i_i32[1],  
                res.m128i_i32[2], res.m128i_i32[3]); 
 
    return 0; 
} 
 

The first element of result contains a0 + a1, the second contains a2 + a3, the third 

contains b0 + b1, and the fourth contains b2+b3. If you can redesign your code to 

do your additions in pairs and to group the pairs into clumps of four, you can 

parallelize your code using this intrinsic. There are intrinsics to do a variety of 



operations (add, subtract, absolute value, negate, even do dot products using 

16x16 8-bit integers) in several “widths” – or number of calculations at a time. 

One drawback of vectorization with these intrinsics is that the readability and 

maintainability of the code falls dramatically. Typically, code is written “straight up” 

first, tested for correctness, and then, when profiling reveals areas of the code that 

are performance bottlenecks and candidates for vectorization, adapted to this less-

readable state.  

OpenMP 

OpenMP (the MP stands for multi-processing) is a cross-language, cross-platform 

API for CPU-parallelism that has existed since 1997. It supports Fortran, C, and C++ 

and is available on Windows and a number of non-Windows platforms. Visual C++ 

supports OpenMP with a set of compiler directives. The effort of establishing how 

many cores are available, creating threads, and splitting the work between the 

threads is all done by OpenMP. Here is an example: 

//size is a compile-time constant 
double* x = new double[size]; 
double* y = new double[size+1]; 
//get values into y 
#pragma omp parallel for 
for(int i = 1; i < size; ++i) 
{ 
    x[i] = (y[i-1] + y[i+1])/2; 
} 

 

This code fragment uses vectors x and y, and visits each element of y to build x. 

Adding the pragma is all that is needed to split this work among a number of 

threads – one for each core. For example if there are 4 cores and the vectors have 

10,000 elements, the first thread might be given i values from 1 to 2,500; the 

second 2,501 to 5,000, and so on. At the end of the loop, x will be properly 

populated. The developer is responsible for writing a loop that is parallelizable, of 

course, and this is the truly hard part of the job. For example, this loop is not 

parallelizable: 

for(int i = 1; i <= n; ++i)   
    a[i] = a[i-1] + b[i]; 

 

This code contains a loop carried dependency. In order to determine a[2502] the 

thread must have access to a[2501] – meaning the second thread can’t start until 

the first has finished. A developer can put the pragma into this code, and will not 

be warned of a problem, but will not get the correct result. 

One of the major restrictions with OpenMP arises from its simplicity. A loop from 1 

to size, with size known when the loop starts, is easy to divide among a number of 

threads. OpenMP can only handle loops that involve the same variable (i, in this 
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example) in all three parts of the for-loop, and only when the test and increment 

also feature values that are known at the start of the loop.  

This example: 

for(int i = 1; i*i <= n; ++i)   

 

cannot be parallelized with #pragma omp parallel for because it is testing the 

square of i, not just i. This example: 

for(int i = 1; i <= n; i +=foo(abc)) 

 

also cannot be parallelized with #pragma omp parallel for because the 

amount i is incremented by each time is not known in advance. 

Similarly, loops that “read all the lines in a file” or traverse a collection using an 

iterator cannot be parallelized this way. You would probably start by reading all the 

lines sequentially into a data structure, then processing them using an OpenMP-

friendly loop. Recursive algorithms and searches are generally hard to parallelize 

with OpenMP. 

Concurrency Runtime (ConcRT) and Parallel Patterns Library 

The Microsoft Concurrency Runtime is a four-piece system that sits between 

applications and the operating system: 

 PPL, the Parallel Patterns Library, provides generic, type-safe containers 

and algorithms for use in your code 

 Asynchronous Agents Library provides an actor-based programming model 

and in process message passing for lock-free implementation of multiple 

operations that communicate asynchronously 

 The Task Scheduler co-ordinates tasks at runtime with work stealing 

 The Resource Manager is used at runtime by the Task Scheduler to assign 

resources such as cores or memory to workloads as they happen 

The Parallel Patterns Library feels much like the Standard Library, leveraging 

templates to simplify constructs such as a parallel loop. It is made dramatically 

more usable by lambdas, added to C++ in C++11 (although they have been 

available in Microsoft Visual C++ since the 2010 release).  

For example, this sequential loop: 

for(int i = 1; i < size; ++i) 
    { 
        x[i] = (y[i-1] + y[i+1])/2; 
    } 

 

Can be made into a parallel loop by replacing the for with a parallel_for: 
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#include <ppl.h> 
// . . . 
Concurrency::parallel_for (1, size, [=](int i) 
    { 
        x[i] = (y[i-1] + y[i+1])/2; 
    }); 

 

The third parameter to parallel_for is a lambda that holds the old body of the loop. 

This still requires the developer to know that the loop is parallelizable, but all the 

other work is borne by the library. 

A parallel_for loop is subject to restrictions: it works with an index variable that is 

incremented from the start value to one less than the end value (an overload is 

available that allows incrementing by values other than 1) and doesn’t support 

arbitrary end conditions. These conditions are very similar to those for OpenMP. 

Loops that test if the square of the loop variable is less than some limit, or that 

increment by calling a function to get the increment amount, are not parallelizable 

with parallel_for, just as they are not parallelizable with OpenMP. 

Other algorithms, parallel_for_each, and parallel_invoke, support other ways of 

going through a data set. To work with an iterable container, like those in the 

Standard Library, use parallel_for_each with a forward iterator, or for better 

performance use a random access iterator. The iterations will not happen in a 

specified order but each element of the container will be visited. To execute a 

number of arbitrary actions in parallel, use parallel_invoke, for example passing 

three different lambdas in as arguments.  

It’s worth mentioning that the Intel Threading Building Blocks (TBB) 3.0 is 

compatible with PPL, meaning that using PPL will not restrict your code only to 

Microsoft’s compiler. TBB offers “semantically compatible interfaces, and identical 

concurrent STL container solutions” so that your code can move to TBB if you 

should need that option. 

Task Parallel Library 

The Task Parallel Library is a managed (.NET Framework) approach to parallel 

development. It provides parallel loops as well as tasks and futures for developers 

who use C# or VB. The CLR Thread Pool dispatches and manages threads. 

Managed developers have other parallel options including PLINQ.  

WARP - Windows Advanced Rasterization Platform 

The Direct3D platform supports a driver model where arbitrary hardware can plug 

into Windows and execute graphics-related code. This is how Windows supports 

GPUs, starting from simple graphics tasks such as rendering a bitmap to the screen, 

all the way to DirectCompute which allows fairly arbitrary computations to occur on 

the GPU. However, this framework also allows for having graphics drivers which are 

implemented using CPU code. In particular, WARP is one such graphics device 

which is shipped together with the operating system. WARP is capable of executing 
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both simple graphics tasks, as well as complicated compute tasks, on the CPU. It 

leverages both multi-threading, and vectorization, in order to efficiently execute 

Direct3D tasks. WARP is used many times when a physical GPU is not available, or 

for smaller data sets, where WARP many times proves to be the more agile 

solution.  

Technologies for GPU Parallelism 
Open GL, the Open Graphics Library, dates back to 1992 and is a specification for a 

cross-language, cross-platform API to support 2D and 3D graphics. The GPU 

calculates colors or other information specifically required to draw an image on the 

screen. OpenCL, the Open Computing Language, is based on OpenGL and 

provides GPGPU capabilities. It is a language of its own, similar in appearance to C. 

It has types and functionality that are not in C, and is missing features that are in C. 

Using OpenCL does not restrict a developer to deployment on specific video cards 

or hardware. However, because it does not have a binary standard, you may need 

to deploy your OpenCL source to be compiled on the fly, or precompile for a 

specific target machine. A variety of tools are available to write, compile, test, and 

debug OpenCL applications. 

Direct3D is an umbrella term for a number of technologies including Direct2D and 

Direct 3D, APIs for graphics programming on Windows. It also includes 

DirectCompute, an API to support GPGPU that is similar to OpenCL. 

DirectCompute uses a non-mainstream language, HLSL (high level shader 

language) which looks like C, but has significant differences from C. HLSL is widely 

used in game development and has much the same capabilities as the OpenCL 

language. Developers can compile and run the HLSL parts of their applications 

from the sequential parts. As with the rest of the Direct3D family, the interaction 

between the two parts is done using COM interfaces. Unlike OpenCL, 

DirectCompute compiles to byte-code which is hardware portable, meaning you 

can target more architectures. It is, however, Windows-specific. 

CUDA, the Compute Device Unified Architecture, refers to both hardware and the 

language that can be used to program against it. It is developed by Nvidia and can 

be used only when the application will be deployed to a machine with Nvidia 

graphics cards. Applications are written in “CUDA C”, which is not C but is similar to 

it. The concepts and capabilities are similar to those of OpenCL and 

DirectCompute. The language is “higher level” than OpenCL and DirectCompute, 

providing simpler GPU invocation syntax that is embedded in the language. In 

addition, it allows you to write code that is shared between the CPU and the GPU. 

As well, a library of parallel algorithms, called Thrust, takes inspiration from the 

design of the C++ Standard Library and is aimed at dramatically increasing 

developer productivity for CUDA developers. 

Each of these three approaches to harnessing the power of the GPU has some 

restrictions and some problems. Because OpenCL is cross-platform, cross-hardware 

(at least in source code form), and cross-language, it is quite complicated. 



DirectCompute is essentially Windows-only. CUDA is essentially Nvidia-only. Most 

importantly, all three approaches require learning not just a new API and a new 

way of looking at problems, but an entirely new programming language. Each of 

the three languages is “C-like” but is not C. Only CUDA is becoming C++-like; 

OpenCL and DirectCompute cannot offer C++ abstractions such as type safety and 

genericity. These restrictions mean that mainstream developers have generally 

ignored GPGPU in favor of techniques that are more generally accessible. 

Requirements for Successful Parallelism 
When writing an application that will leverage heterogeneity, you are of course 

required to be aware of the deployment target. If the application is designed to run 

on a wide variety of machines, they may not all have video cards that support the 

workloads you intend to send to them. The target may even be a virtual machine 

with no access to GPU processing at all. Your code should be able to react to 

different execution environments and at least work wherever it is deployed, though 

it may not gain a speedup. 

In the early days of GPGPU, floating point calculations were a challenge. At first, 

double precision operations weren’t fully available. There were also issues with the 

accuracy of operations and error handling in the math libraries. Even today, single 

precision floating point is faster than double, and always will be. It may be 

necessary to put some effort into establishing what precision your calculations need 

and whether the GPU can really do those faster than the CPU. In general, GPU’s are 

converging to offer double precision math, and moving towards IEEE 754 

compliant math, in addition to the quick-and-dirty math that they have supported 

in earlier generations of hardware. 

It is also important to be aware of the time cost of moving input data to the GPU 

for processing, and retrieving output results from the GPU. If this time cost exceeds 

the savings from processing the data on the GPU, you have complicated your 

application for no benefit. A GPU-aware profiler is a must to ensure that actual 

performance improvement is happening with production quantities of data.  

Tool choice is significant for mainstream developers. GPGPU applications of the 

past often had a small corps of users, who may have also been the developers. As 

GPGPU moves to the mainstream, developers who are using the GPU for extra 

processing are also interacting with regular users. These users make requests for 

enhancements, they want their application to adopt features of new platforms as 

they are released, and they may require changes to the underlying schema. The 

programming model, development environment, and debugger must all allow the 

developer to accommodate these kinds of changes. If you must develop different 

parts of your application in different tools, if your debugger can handle only the 

CPU (or only the GPU) parts of your application, or if you don’t have a GPU-aware 

profiler, you will find developing for a heterogeneous environment extraordinarily 

difficult. Tool sets that are usable for a developer who supports a single user or 

who only supports themselves as a user are not necessarily usable for a developer 
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who supports a community of non-developer users. What’s more, developers who 

are new to parallel programming are unlikely to write ideally parallelized code on 

the first try; tools must support an iterative approach so that developers can learn 

about the performance of their applications and the consequences of their 

decisions on algorithms and data structures. 

Finally, developers everywhere would love to return to the days of the “free lunch.” 

If more hardware gets added to the machine, or new kinds of hardware are 

invented, ideally your code could just benefit from that without having to change 

much or at all. It might even be possible to benefit from improved hardware using 

the same exe that was deployed to the old hardware, not even needing to 

recompile. 

The C++ AMP Approach 
 

C++ AMP is a library and a small language extension that enables heterogeneous 

computing within a single C++ application. Visual Studio has new tools and 

capabilities to support debugging and profiling C++ AMP applications, including 

GPU debugging and GPU profiling. With C++ AMP, mainstream C++ developers 

can use familiar tools to create applications that are portable and future proof, and 

can achieve dramatic acceleration for data-parallel-friendly applications. 

C++ AMP Brings GPGPU (and more) to the Mainstream 

One mission of C++ AMP is to bring GPGPU programming to every developer 

whose applications can benefit from it. The video cards required to support it are 

now almost ubiquitous. However the overarching mission is larger than just GPGPU: 

C++ AMP is a way to harness heterogeneous computing platforms, such as GPUs 

and CPU vector units, and make them accessible to millions of mainstream 

developers in ways that are not otherwise possible. This shift to data parallel 

programming, and especially to portable implementations expressed in C++, is an 

enormous undertaking. It is not, however, the first such sea change the software 

development experience has undergone.  

Many of the techniques or technologies that change our industry and our world 

start out in research or academia and are used by only a tiny few developers who 

use very specialized tools and who are able to do very difficult things. To change 

the industry and the world, those techniques have to come out to the masses and 

be considered mainstream. This process has happened with other technologies 

before. It happened with GUI interfaces, for example. At first only a few developers 

had the specialized skills required to work with controls, react to mouse events, and 

so on. As libraries, frameworks and tools were developed and released, more and 

more developers were able to produce GUI applications until they are now 

considered the norm. Some libraries, frameworks, and tools are more popular than 

others, and all contribute to the ecosystem that supports GUI development. 
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A similar process happened with Object Oriented development. At first a few 

researchers were advocating a new way of designing and building software, while 

the mainstream continued to develop procedural applications. As frameworks and 

tools were developed and released, adoption increased until Object Oriented 

development is considered the norm and used, to varying degrees, by essentially 

all developers in the majority of mainstream languages. 

Such a change may be in the midst of happening with touch and with natural user 

interfaces. And it is definitely in the midst of happening with the concurrency 

revolution. The first phase was CPU concurrency. The second phase is 

heterogeneous concurrency. Bringing that ease and normality to heterogeneous 

computing will require tools, libraries, and frameworks. C++ AMP and Visual Studio 

are just what mainstream developers need to harness the power of the GPU and 

beyond. 

An interesting possibility is that mainstream developers may find themselves 

benefiting from C++ AMP without directly using it. If library developers adopt C++ 

AMP, then code that uses those libraries will gain the speedup without having to 

understand how it was done. The opportunity to create domain specific libraries 

could be significant. 

C++ AMP is C++, not C 

There are a number of other approaches to GPGPU development, and all of them 

involve C-like languages. Although C is a powerful and high-performance 

language, C++ is clearly the number one choice for performance-conscious 

developers who’d like to work in a modern programming language. C++ provides 

abstraction and type-safe genericity that enable developers to tackle larger 

problems and use more powerful libraries and constructs, and these features are 

available when using C++ AMP, too. You can use templates, overloading, and 

exceptions in the same way as you do in other parts of your applications. 

Because C++ AMP is C++, not C and not a C-like language, the extra types you 

need for concurrent development are not extensions or additions to the language, 

they are template types. This gives you type-safe genericity – you can distinguish 

between an array of floats and an array of ints – while reducing your learning 

curve. Adding abstractions and useful types to C is one of the very problems C++ 

was designed to solve.  

In the past, standard C++ (say, C++11) has supported only CPU programming. The 

C++ Parallel Patterns Library, PPL, offers a set of types and algorithms in the style 

of the Standard Library that support multicore development in C++. This enables 

C++ developers to take advantage of new hardware using the language and tools 

they are already using. C++ AMP brings that same comfort and convenience to 

heterogeneous computing. 
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C++ AMP Leverages Tools You Know 

C++ AMP is implemented in Visual Studio vNext and will be usable on Windows 

machines right away. That alone will open the doors to all the developers who use 

C++ in Visual Studio. These developers will not need to learn a new tool, or a new 

language, in order to start using the power of the GPU. They will have work to do, 

learning to think in a data parallel way and to evaluate the costs, in execution time 

or watts consumed, of their decisions about algorithms and data structures. Using 

familiar tools will make the overall skills gap one that can be bridged. Visual Studio 

provides IntelliSense, GPU debugging, profiling, and other features that enable 

developers to do far more than just write and compile code. 

Visual Studio is popular even with developers who aren’t targeting Windows. 

What’s more, C++ AMP development is not necessarily restricted to Windows or to 

Visual Studio users: there is work underway to release it as an open specification, 

and for other vendors to add C++ AMP to their toolsets. For example, AMD will put 

it into their FSA reference compiler for Windows and non-Windows platforms. 

C++ AMP is Almost All Library 

The key to writing in the language you know is to keep it as the language you 

know. C++ AMP is an extension to C++ and does include a couple of keywords 

that are not in C++11. However it is just two keywords, not a large collection of 

language changes. Further, the new main keyword, restrict, is in use in C99 and 

is therefore a reserved word, unlikely to cause collisions with existing codebases. 

Everything else that makes C++ AMP work involves a library of types and functions. 

Developers who are comfortable with the Standard Library or with PPL will be 

immediately comfortable with C++ AMP. 

Here’s a simple example. Consider this traditional code for adding two vectors. 

None of this is parallel: 

void AddArrays(int n, int* pA, int* pB, int* pC)  
{  
    for (int i=0; i<n; i++)   
    {  
            pC[i] = pA[i] + pB[i];  
    }  
}  

 

This is easy to read, and easy to understand. What changes to make this massively 

parallel and to leverage the GPU? 
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#include <amp.h>  
using namespace concurrency;  
  
void AddArrays(int n, int * pA, int * pB, int * pC)  
{  
    array_view<int,1> a(n, pA);  
    array_view<int,1> b(n, pB);  
    array_view<int,1> c(n, pC);  
   
    parallel_for_each(  
        c.grid,   
        [=](index<1> idx) restrict(direct3d)  
        {  
            c[idx] = a[idx] + b[idx];  
        }  
     );  
} 

 

This is really not changed much: 

1. Including amp.h to use the library 

2. Because the types and functions are in the concurrency namespace, adding 

a using statement to reduce your typing 

3. Using array views to manage copying the data to or from the GPU 

4. Changing the language for to a library parallel_for_each and using a 

lambda as the last parameter to that function call 

5. The restrict(direct3d) clause to identify GPU-compatible code.  

These are the only changes required. There are no changes to project settings or 

environment variables. There is no code elsewhere that this needs to call. This is the 

whole thing. 

Specifically, you don’t see any code to copy the two input arrays, pA and pB, to the 

GPU, or any code to copy the result back into pC. This is handled by the 

array_view objects. An array_view is a portable view that works with, and 

abstracts over, CPU and GPU memories, whether they are co-located on the same 

chip, or are two different parts. You can build an array_view wrapping a C-style 

array as in this example, or wrapping over a std::vector if that is where your 

data is.  

You may also hint about copy requirements. Consider this start of a function: 

void MatrixMultiply( vector<float>& C,  
                     const vector<float>& A,  
                     const vector<float>& B, 
                     int M, int N, int W ) 
{ 
   array_view<const float,2> a(M,W,A); 



   array_view<const float,2> b(W,N,B); 
   array_view<writeonly<float>,2> c(M,N,C); 

 

The first two array_view objects specify that they are arrays of const float. 

This means there is no need to sync them back from the GPU after the processing 

is complete – they can take a one-way trip there. Similarly, the third array_view 

is of float, wrapped in a new writeonly template. This indicates that there is no 

need to copy the initial values in C over to the GPU. Whatever values happen to be 

in the memory are not meaningful to anyone, so setting up the array_view is very 

quick. The results will be copied back from the GPU when the array_view objects 

are accessed on the CPU, or when they go out of scope, whichever happens first.   

This hinting needs no new language keywords and can be accomplished just with 

template overloading. There is no new paradigm for the developer to learn. 

The original mathematical logic (such as it is) remains untouched and perfectly 

readable. There’s no mention of polygons, triangles, meshes, vertices, memory, or 

anything other than adding up matrix elements to get a sum. This is why C++ AMP 

can make heterogeneous computing mainstream. 

The details of the parameters to the parallel_for_each, and the use of the new 

restrict keyword, will be in the case study in the next chapter. 

C++ AMP makes Portable, Future Proof Executables 

Once your code is compiled, the same executable can run on a variety of 

machines, as long as the machine supports DirectCompute: Windows 7 and later, 

or Windows Server 2008 R2 and later. You are not restricted to a particular vendor 

or video card family. 

If you’ve coded appropriately, it can react to the environment in which it’s running, 

and take advantage of whatever acceleration is available. If there is hardware on 

the machine with a DX11 driver, it will speed up. Deployment is a matter of copying 

the exe and some dependent DLLs to the target machine.  

For example, the same executable produces this output on a virtual machine 

without access to the GPU: 

CPU exec time: 112.206 (ms) 
No accelerator available 

 

And this output on a machine (more powerful than the laptop hosting the virtual 

machine) with a typical mainstream video card from recent years, the NVIDIA 

GeForce GT 420: 

CPU exec time: 27.2373 (ms) 
GPU exec time including copy-in/out: 19.8738 (ms) 

 



This is made possible by a simple query to establish what accelerators are available: 

vector<accelerator> accelerators = get_accelerators(r_direct3d); 

 

You can then check the size of the vector: if it’s zero, there are no accelerators 

available. It’s a best practice to always ensure there is an accelerator before trying 

to execute code that depends on one. This habit will enable your application to 

work on a variety of target machines and impose minimal restrictions on your end 

users. As a developer with Visual Studio installed, you will always have an 

accelerator (which may just be an emulator provided for debugging); forgetting to 

check at runtime for the existence of at least one accelerator could easily lead to a 

classic “works on my machine” scenario. 

C++ AMP not only makes executables that work on a variety of machines, it’s 

designed to be future-proof. In the future, code you write to take advantage of 

GPU acceleration might be deployed to the cloud and may run over a number of 

machines, or could multithread on CPU only. Heterogeneity in the future will mean 

more than just CPU+GPU, and C++ AMP is not just a GPU solution, but a 

heterogeneous computing solution, allowing the efficient mapping of data parallel 

algorithms to many different hardware platforms. 

With multicore programming, now becoming mainstream, you can leverage 4, 8, or 

16 cores on a relatively ordinary computer. With some additional effort, you could 

also leverage the vector unit on each of these cores (using SSE and AVX 

instructions.) GPGPU programming means you can spread your work across 

hundreds of hardware threads today, and more in the near future. With the cloud, 

using Infrastructure as a Service (IaaS) or Hardware as a Service (Haas) offerings, 

you could leverage tens of thousands of hardware threads. But imagine being able 

to combine the two, and reach the GPU cores on those cloud machines, reaching 

tens of millions of hardware threads. What could that enable? 

Stay Tuned! 
This paper provides background about the problems that heterogeneous 

computing is suited to, and the history of application performance improvements 

over the last few decades. It introduces C++ AMP and explains what motivates the 

design of C++ AMP. More papers are planned to introduce the library and 

language extensions in more detail, to show how to use the Visual Studio support, 

to show how to use more advanced techniques to achieve the maximum speedup 

for your applications, and to provide guidance for mainstream developers looking 

to use C++ AMP as a way to harness heterogeneity now.  

Expect to get access to those papers the same way you got this one, or from the 

Parallel Computing Developer Center on MSDN, http://msdn.com/concurrency/ . 

http://msdn.com/concurrency/
John
Highlight

John
Highlight

John
Highlight


